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THE RUNDOWN

TAKEAWAYS

Tasked with using a neural network for a project in Computer Science AT, I decided to implement an 
algorithm called neural-style, which takes in a piece of artwork, learns how to “paint” in that fashion, 
and then recreates a given image in that style. Even when the assignment  was technically over, I 
was so intrigued that I continued my work on this project for weeks to come.

I learned two important lessons from this project. First, I was able to clearly view the 
double-edged sword of independent learning on the internet. On one hand, the immense 
amount of data makes finding and using any resource imaginable possible, but this ridiculous 
quantity of information can also make learning new things very overwhelming. Second, this 
project reinforced my belief that the best way to learn any new skill or tackle any new project in 
computer science is by experiential learning:  simply diving right in, and seeing what comes out 
of the chaos that follows.

RESEARCH

FIRST ATTEMPTS

FIGURE 2: Two variations of the same generation using the 
algorithm

FIGURE 3: One failure and one success 
generating paintings of faces

In order to begin this project, I first 
conducted preliminary research on which 
Neural Network to use. After poking around, 
the neural-style algorithm seemed the best 
fit due to its well- tested nature, 
customizability, and documentation.

FACES

FINAL ITERATIONS
FIGURE 4: More successful image generations

FIGURE 5: A Mother’s Day gift for my mom!

IMPROVING FORM

For my first 5 or so 
generations of the algorithm, I 
immediately ran into multiple 
problems. The patterns picked 
up in paintings would vary in 
size and color, making some 
paintings turn out well while 
others went  haywire. After 
many failed attempts, 
however, I gained enough 
confidence to move further 
into customization.

The next challenge I decided to tackle was the 
way in which the neural network algorithm 
approached generating images with faces. When 
a painting was normally combined with a painting 
containing a face, they would generally turn out 
like the starry night- suit photo shown in figure 3. 
After some experimentation, however, I 
discovered that if the input painting depicted  a 
face with a similar angle and expression to the 
input photo, high-quality “face paintings” could 
be produced, like the far-right picture in figure 3. 
Although this method doesn’t always work, it’s 
undoubtedly a large improvement in face 
generation compared to the norm.

Once I had mastered the details of neural-style, I decided to dive into methods of generating higher 
quality images using this algorithm. With the help of Mr. Clement, I was able to ssh remotely into a 
powerful Kent computer and produce the two higher quality images depicted above.

FIGURE 1: Neural-style from Github by jcjohnson

https://github.com/jcjohnson/neural-style

